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Multidimensional Expressions, or MDX, is the de facto standard among query
languages for OLAP databases. MDX has become to multidimensional data
what SQL is for relational data: the query language of choice. As analytical
applications becoming increasingly pervasive, use of MDX continues to grow.
MDX is the query language of Cubing Services, the new OLAP cube server in
InfoSphere Warehouse 9.5. Cubing Services and Alphablox (another
InfoSphere Warehouse component) together provide comprehensive,
embeddable analytical capabilities for your data in DB2. In this talk we will
first give an overview of the analytic stack in InfoSphere Warehouse, with a
focus on Cubing Services and Alphablox. Then we will dive into the basics of
MDX and show you how to write your own powerful MDX queries to get the
most from your analytic applications built with the InfoSphere Warehouse
stack.
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» Anintegrated platform for warehouse-based analytics

» All the infrastructure and tools to build the warehouse and its analytic structures
for OLAP and Mining, and to develop embedded analytics in a portal

11120 Norfty America 3

The InfoSphere Warehouse (previously called DB2 Warehouse) platform provides a complete
set of tightly integrated services for dynamic warehousing and analytics. Customers can
leverage all of these services together or selectively implement desired options for ultimate
flexibility.

It starts out with DB2 9, a highly scalable, enterprise class database that can address the
performance characteristics of any type of application. We also provide out-of-the-box data
movement and transformation capabilities to reduce the complexity and lower the costs
typically associated with loading data into the warehouse and preparing that data so that it can
be leveraged more effectively. We then add a set of performance optimization features that
enable the warehouse to address broader enterprise requirements. This includes Database
Partitioning for dedicated warehousing that can scale linearly, Workload Control features for
prioritizing queries to ensure that the most critical applications are serviced accordingly, and
Deep Compression to increase efficiency of the warehouse and reduce storage costs.

We then extend the value of the warehouse by including analytics capabilities that can be
delivered inline within applications or made available as a service, along with data mining and
visualization to provide more dynamic business insight. These services are embedded in the
warehouse to provide better performance, increased efficiencies and reduced costs. Finally, we
provide a common set of integrated tools for data modeling and design, administration and
control of the warehouse and all related services, making them easier to use and manage.
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Cubing Services is a new component in InfoSphere Warehouse 9.5 (first
release in 2007). Itis a relational OLAP server that sits on top of DB2.

Cubes based on relational data are designed in the InfoSphere Warehouse
Design Studio.

Administrators manage existing cubes using the InfoSphere Warehouse
Administration Console.

We’ll discuss Alphablox in more detail shortly. Alphablox makes it easy to
add analytics to portals and other web-based applications. Alphablox supports
Cubing Services as an OLAP data source.

Excel connectivity is coming in the InfoSphere Warehouse 9.5.1 release (2 Qtr
2008).

Over time, applications from Cognos and other 3" party vendors will enable to
and support Cubing Services.
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Cubing Services

* Turns a DB2 database into a multi-dimensional data
source

« Star or snowflake relational schema(s)
* Supported front ends include

* Alphablox

* Cognos

* IBM partners

« Excel (2" Qtr 2008)
* Query language is MDX

North America



Cubing Services architecture

MDX (%(Sl._ries
Query Cube Server

Cube
Definitions

The Cube Server runs as a separate process. The Cube Server processes MDX
queries and returns result sets.

MDX queries go against cubes that the Cube Server knows about.

The Cube Server has a metadata repository in DB2. The repository contains
information about the defined cubes.

For each defined cube, there is a mapping to the actual relational tables in
DB2.

The DB2 tables are usually organized as a star or snowflake scheme.

When the Cube Server is processing an MDX query, it usually needs to
generate one or more SQL queries to fetch data from DB2.

The Cube Server can be configured to cache query results. When a new MDX
query comes in, the cell data needed for that query can often be partially or
fully obtain from the cache, rather than querying DB2.



What is IBM Alphablox?

* Highly interactive data analysis
components and runtime services for
data presentation

» Users interact with Alphablox
applications through a web browser

e Strong OLAP capabilities
* Available as
» A stand-alone product
» Component of DB2 Warehouse

" Moifeia

Alphablox has cross-browser support: Internet Explorer, Firefox, Mozilla.
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Alphablox lets you create dynamic web content. A variety of chart types are
available.

The user experience is highly customizable.
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What is “in-line analythS"? &

 Ability to do interactive data analysis in the context of your
normal work flow

« Companies are moving internal applications to the intranet
* Web browsers are become our primary user interface

» Alphablox lets you embed interactive charts and grids into
the standard web-based and portal-based business
applications you already use to do your job

* Not locked inside a Bl tool

1120 North America *’

There has been an evolution from “static reports” to “ad-hoc analysis” to “pre-
packaged apps” to “customized apps” to “embedded apps”.

An “embedded application” embeds customized analytic components in line with the
existing business processes.

Alphablox is designed to make it easy to embed analytics into your applications.
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Examples of “in-line analytics”

» A portal for DBAs with uptime and maintenance
information

e Customer call center

* When a customer calls customer support, pull
up customer details at a glance

* Analyze customer history and details to provide
appropriate service

1:/North America.
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Alphablox Development Platform

» Platform for building customized analytic applications

* Pre-built reusable “blox” components for rapid application
assembly

» Allows you to easily build new or extend existing web and portal
applications with interactive analytics

Present

Analyze

Access

1:/North America.
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Alphablox Platform Architecture oys, .,
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vy Web Servers on Internet Explorer,
g.. Windows, UNIX or Linux Mozilla, FireFox
Mbg ~—
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North America
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Alphablox Data Access e

Cubing ’
Services

Drill Thru

2 and other
pported RDB

Alphablox supports Microsoft Analysis Services (MSAS) and the newer Microsoft
SQL Server Analysis Services (SSAS 2005).

Query language depends on the data source
MDX for Cube Server/Microsoft Analysis Services
Report Script for Hyperion Esshase
SQL for relational data bases



What is MDX?

* MDX stands for Multidimensional Expressions

* Query language for accessing multidimensional
(OLAP) cubes

11720 North America :

S0

OLAP = Online Analytic Processing

Microsoft invented MDX for its Analysis Services product.
MDX has become the de facto industry standard.

It is the most widely used OLAP query language.

14
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Case Study

* In the next few slides we will develop a case study based on
a fictitious company QCC (Quality Chocolate Company)

* QCC sample data comes with Alphablox
* The company stores sales data in relational tables in DB2
* A multi-dimensional cube is defined based on the sales data

» We'll learn how to write MDX queries to get sales data out
of the cube

11720 North America

o TR,

15

We will use a simpler version of QCC than the original QCC sample that
comes with Alphablox.

15



HTTP Alphablox

1 c700 1 North America

S0

Case Study topology g
: = Client tier (browser using Alphablox
E——" Query Builder application)

App Server Application Server tier (Tomcat)

MDX Cubing Services

SQL\A

16

We access our cube data from our browser via the Alphablox QueryBuilder
application, which comes standard with Alphablox.

Alphablox runs in an application server such as IBM WebSphere or Apache

Tomcat.

Alphablox is configued to have a data source that points to a Cube Server.

Our “Sales” cube is defined to Cubing Services.

The Cube Server may send SQL queries to DB2 at it services MDX query

requests from Alphablox.

16
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Alphablox Query Builder

A pre-built application that is bundled with Alphablox

Let’s you easily connect to a data source that
supports MDX (or SQL for that matter)

You can submit MDX queries and see the results
You can slice/dice/pivot a result set.
 Alphablox will generate the MDX automatically

Result sets shown in this presentation were captured
in Alphablox Query Builder.

" North America
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Query Builder Ul

i address |a http:/localhost:8080/DHTMLQueryBuilder /quer ybuilder findex jsp
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FROM [Sales]
WHERE

(
[Sales].[Measures].[Sales],
[Sales] . [Products] . [All Products]

ECE
e |
Cubes: Sales
DISTINCT( {[Sales].[Time].[2007].[Qtr 3]} ) ON AXIS5(0)
, DISTINCT(

{[Sale=s].[Stores].[All Stores].[East].[New York Metro].[Manhattan]} ) ON AXIS(I

Execute Query Get Current Query Get Default Query

Automatically Update Queries {mu

[Asymmetrical Query Builder

PresentBlox

File Edit View Bookmarks Data Chart | Tools Action Help

B m|e-o-ma ale

Drill Down « 1% 1% S

2 [ Row Stor
it | Manhattan 201504.58 800,000
B [T Column
[ Time 500,000
E [ Page
E [ other 400,000
[ Measures
@0
[3 Products £ 200,000
w

Alphablox Query Builder lets us send arbitrary MDX queries to Cubing
Services and see the results in an Alphablox “PresentBlox”, which shows the

data both in grid and chart form.
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Case Study Relational Schema €

* Our DB2 tables are organized as a star schema.

* In the middle of the star is a “fact” table containing
sales data.

* The fact table joins to three dimension tables
(TIME, STORES, PRODUCTS)

11720 North America :

Note: MDX queries go against a cube. In our case study, the data in the cube
is derived from data in DB2 tables. The MDX queries for our cube will be
independent of (won’t refer to) the DB2 tables.

The next few slides that describe the relational tables are “for your
information” only.

19



Relational Star Schema Overview o TLIC
Hierarchy 2008
trl
TIME table Jan
Week Ending (PK) | Year Qtr Month Eeb
01/04/2008 2008 1 Jan Mar
01/11/2008 2008 1 Jan
[ Qtr2
Apr
SALES table
Week Ending Store ID Product ID | Sales Costs
(FK) (FK) (FK)
01/04/2008 6 1281 10.83 3.67
01/04/2008 6 176 44.16 19.80
Etc
STORES table PRODUCTS table
Store ID (PK) Region | SubRegion Location Product ID (PK) | Name Family
1 East New York Metro | Manhattan 1 Chocolate Truffles Truffles
2 East New York Metro | Long Island 2 Dark Chocolate Truffles | Truffles
Etc Etc
(1167 North America 2

The SALES table is the “fact” table in our star schema.

The SALES table can be joined to dimension tables: TIME, STORES,
PRODUCTS

From each dimension table we will build up a hierarchy. For example, in the
TIME dimension we will create a Year/Qtr/Month hierarchy.

20



SALES table

% IDUG
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WEEK_ENDING | STORE_ID PRODUCT_ID SALES COSTS
(DATE) (INT) (INT)
FK to TIME table | FKto STORES FK to
table PRODUCTS
table
01/04/2008 1281 10.83 3.67
01/04/2008 176 44.16 19.80

1:/North America.

In our example, the SALES and COSTS columns hold values in US dollars.

21



TIME table

>
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WEEK_ENDING | YEAR QTR
(DATE) (INT) (INT)
PRIMARY KEY

MONTH
CHAR(3)

WEEK_NUM
(INT)

01/04/2008 2008

Jan

01/11/2008 2008

Jan

Etc

1:/North America.

Hierarchy levels are: Year/Quarter/Month

The primary key in a TIME table is often a surrogate integer value.

22



STORES table
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STORE_ID REGION SUBREGION LOCATION

(INT) VARCHAR(128) VARCHAR(128) VARCHAR(128)

Primary key

1 East New York Metro | Manhattan

2 East New York Metro | Long Island

3 East New England Martha’s
Vineyard

Etc

1:/North America.

Hierarchy levels are: Region/SubRegion/Store Locations

23



PRODUCTS table

PRODUCT _ID PRODUCT_NAME FAMILY_NAME
(INT) VARCHAR(128) VARCHAR(128)
Primary key

1 Chocolate Truffles Truffles

2 Dark Chocolate Truffles | Truffles

3 Divinity Fudge Specialties
Etc.

Hierarchy levels are: Family/Individual products

North America
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Multidimensional Model

Maps a cube to underlying relational tables.

Measures

» Sales and Costs
Time dimension

¢ Levels: Year, Quarter, Month
Stores dimension

* Levels: Region, SubRegion, Location
Products dimension

* Levels: Family, Product

1117200 North America =

A multi-dimensional model is “metadata” that describes the mapping of
dimensional objects like cubes, dimensions, hierarchies, and levels to our DB2
tables.
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Time dimension

Partially expanded

Notice that there is no “All Time” root member in our hierarchy. That is
because it doesn’t make sense to aggregate data for all years, because it is not
obvious exactly how many years worth of data will be stored in our cube.

The levels are Year, Quarter, Month, and Week.

26
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Stores dimension

Partially expanded

Notice that there is an “All Stores” root member. That is because it DOES
make sense to analyze data for all stores.

The levels are “All”, “Region”, “Sub-Region”, and “City”.
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Products dimension

Products

Partially expanded

North America

The is a root member “All Products” because it makes sense to analyze the
data for all products.

The levels are “All”, “Product Family”, and “Product”.

28



Sales cube

\'%
O Chocolate Truffles

Q\O Truffles

All Products

Long Island

Manhattan

Stores

New York Metro

East

All Locations

2007 Q1 Q2 Q3 Q4
Time

111720 North Americd 2

Note that there is a 4" dimension (Measures) not shown here.

In our cube, each cell holds a single numeric value. The value corresponds to
one of our Measures (Sales or Costs), and the level of aggregation of the cell
depends on the other three dimensions.

With Cubing Services, the cube is not physically instantiated. The low level
data is left in DB2, and we use SQL queries to get both “base” and
“aggregated” cell values.

Note: We will not discuss the MDX to SQL mapping in this presentation.

29
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Just like...before you can write SQL
queries...

* You need to understand relational table concepts

Likewise, before you can write MDX
gueries...

* You need to understand multi-dimensional cube
concepts

North America
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Key multi-dimensional terms

.’/—‘,: IDUG

Cube -- A collection of cells organized in an n-dimensional
structure

Dimension — A data characteristic with discrete values,
known as members. For example, a Time dimension could
have discrete values “2007”, “2007-January”, etc.

Each dimension consists of a set of members, organized
into a hierarchy.

Hierarchies are often based on a natural set of levels. For
example, a Time hierarchy might have levels “Year”,
“Quarter”, and “Month”.

Most cubes have a special “Measures” dimension where
each member is a measure. Typical measures are “sales”,
“profit”, etc.

Each cell in the cube is specified by exactly one member
from each dimension

U1 North America

@ T W 03 U oty

31
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SQL and MDX comparison -

SQL MDX
Query target Table Cube
Result Table with 1 or “Cube-like”. A

more columns, and
0 or more rows

collection of cells
organized by axes

Smallest unit in
the result set

Field, identified by
a table column
name and a row
number. May be of

any type.

Cell, identified by a
member from each
dimension in the
cube. Usually
numeric type.

How to indicate
missing value

null

null

1117200 North America
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Tables have columns and rows, and they have some differences. For example,

only columns are named.

We’ll also see the terms “columns” and “rows” in the multi-dimensional world
as nicknames for the first and second axes in a result set. There are more alike
than difference. For example, in a simple two-dimensional result set (which is

analogous to a table), both the columns and the rows are named.

32



SQL Query

SELECT
<column list> | *
FROM

<table>
[WHERE clause]
[GROUP BY]
[ORDER BY]

11140 Nort America

S0

¢

MDX Query

SELECT

[<cell selector>]

FROM

<cube>

[optional WHERE clause]

33

The good news is that SQL and MDX have some similarities.
The bad news is that SQL and MDX have some similarities.
When you look at an MDX query, don’t try to map it to SQL.

33
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Specifying cells

0\6 Chocolate Truffles

O
,\06 Truffles
<

All Products

Long Island

Manhattan

New York Metro

Stores

East

Products: “All Products”
Stores: Manhattan

2007 Q1 Q2 Q3 Q4 Time: Q3
Time Measures: Sales

A cell in a cube is identified by exactly one member from each dimension.

U1 North America

All Locations

34

This slide shows 3 of our 4 dimensions. The X-axis is Time, the Y-axis is
Location, and the Z-axis is Product

The Measures dimension is not shown (but we assume the 3-dimensional cube
shown here corresponds to the “Sales” member from the Measures dimension).
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MDX Result Set

* An MDX Result Set is a collection of cells
organized by one or more axes

+ Each axis has one or more dimensions associated
with it

| North America |
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Simple MDX Query -

Suppose we want the Sales value for the 3" quarter in 2007
for Manhattan.

SELECT

{[Time].[2007].[Qtr 3]} ON COLUMNS,
{[Stores].[Manhattan]} ON ROWS
FROM [Sales]

WHERE ([Measures].[Sales])

This query returns a single cell:

Manhattan 29150458

L0 North America =

Square brackets are typically put around names to delimit them. Square
brackets are required for names with blanks, like [Qtr 3].

The InfoSphere Warehouse Cube Server will uppercase names not surrounded
by square brackets.

36
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MDX query structure

SELECT | ¢ SELECT keyword

{[Sales].[Time].[2007].[Qtr 3]} ON COLUMNS,

{[Sales].[Stores].[Manhattan]} ON ROWS A Axes

FROM [Sales] ¢ Cube we are querying

WHERE ([Sales].[Measures].[Sales]) | 4= “Slicer”

11140 Nort America

S0

37

The Axes specify the members or tuples along each axis. The braces {}
enclose a set of members or tuples.

The Slicer filters the data by members from dimensions not included on the
axes.

37



Default members

S0

L 4

« Each hierarchy in a dimension has a “default member”

 If a dimension is excluded from an MDX query, then
the result set it implicitly filtered by the default member

from that dimension.

¢ Suppose we left off the WHERE clause from our MDX

query:

SELECT

{[Sales].[Time].[2007].[Qtr 3]} ON COLUMNS,
{[Sales].[Stores].[Manhattan]} ON ROWS
FROM [Sales]

If we run this MDX query in Alphablox Query Builder, we
can see the result set and the fully-qualified MDX query.

1117200 North America

38
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Fully-qualified MDX query

Query Builder shows us: Axis (0) same as “columns”

Axis (1) same as “rows”

SELECT
{[Sales].[Time].[2007].[Qtr 3]} ON AXIS(0),
{[Sales].[Stores].[All Stores].[East].[New York Metro].[Manhattan]} ON AXIS(1)

FROM [Sales] \ .
WHERE Fully-qualified name for
member “Manhattan”

(

[Sales].[Measures].[Sales], Default members explicitly
[Sales].[Products].[All Products] listed in the slicer

)

1120 North America 2

Each dimension has a “default” member. If a dimension does not appear in the
MDX query, then the Cube Server puts the default member for that dimension
on the slicer axis.
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Tuples

* Atuple is combination of 1 or more members,
where each member is from a different dimension
* For example:
(“All Products”, “Manhattan”)

40



Same query, alternative syntax 4o,

(Get the Sales value for the 3 quarter in 2007 for Manhattan.)

Original query
SELECT
{[Sales].[Time].[2007].[Qtr 3]} ON COLUMNS,

{[Sales].[Stores].[Manhattan]} ON ROWS

FROM [Sales] Manhattan 291504.58
WHERE ([Sales].[Measures].[Sales])

Alternate query (with tuple)
SELECT

{([Time].[2007].[Qtr 3], [Stores].[Manhattan])} ON COLUMNS,
{[Measures].[Sales]} ON ROWS

[ auws |
FROM [Sales]
Sales 291504 .58

110 North America =

In the 2" query, we have a tuple on the COLUMNS axis. We also moved the
Measures dimension from the slicer axis to the ROWS axis.



Member functions i

Suppose we want the Sales values for Manhattan for all
quarters in 2007.

SELECT

{[Stores].[Manhattan]} ON COLUMNS,
{[Time].[2007].children} ON ROWS
FROM [Sales]

WHERE

(

[Sales].[Measures].[Sales] —
) Qtr1 63345594

_ Qir2 62375155
This query returns four cells: Qtr3 29150458
Qir4 26515862

L0 North America

S0

42

The MDX CHILDREN function operates on a member, and returns the
children of the member.

The children of member [2007] are [Qtr 1] through [Qtr 4].

There are other MDX functions that operate on a member, such as:
Parent

Siblings

Descendants

42



Crossjoin b

Suppose we want the Sales values for Manhattan for all
product families and all quarters in 2007.

SELECT

{[Stores].[Manhattan]} ON COLUMNS,

Crossjoin([Products].[All Products].children, [Time].[2007].children)
ON ROWS

FROM [Sales]

WHERE

(

[Sales].[Measures].[Sales]

)

This query returns many cells, shown on the next slide.

e North America

S0

43

The Crossjoin MDX function returns the cross project of two sets.
In this example, we get tuples of the form (Product Family, Quarter).

43



oo Wk 8] U Commat iy

. . 3IDUG
Crossjoin result

Products Manhattan
9313833
9186217
4277559

38286 4

Qtr1 235387.95
‘Qtr2 232001.21
Qtr3 13165487
‘Qtr4 12048517
Qtr1 23141611
lQtr2 22750454
Qtr3 10611515

9825278
22512 54
22177 .63
10958.97
10124 27

North America




Calculated members i

Our cube has measures Sales and Costs.
Suppose we want a report that shows Profit?

WITH MEMBER [Measures].[Profit] as '[Measures].[Sales] - [Measures].[Costs]'
SELECT {[Measures].allmembers} on columns,

CrossJoin({[Time].[2007]}, {[Products].[Truffles]}) on rows
FROM [Sales]
WHERE

(
[Stores].[Manhattan]

)
The data is for 2007, Truffles, in Manhattan.

Time | Products Profit

2007 Truffles G65773.41 2160549 4416792

11111670011 North America =

= LA

The WITH clause allows you to define new members in any dimension.
Here, we define a new member called “Profit” in the Measure dimension.
It is defined as Sales minus Costs.

Note the use of the “allmembers” function. Here, it is operating on the
Measures dimension to return all members of the dimension.

Note that our new “Profit” member appears at the end. In Cubing Services,
the Measures dimension has a “flat list” of members.

45
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Critical Thinking - Group By

We use “group by” frequently in SQL queries.

Is there a similar notion in the MDX query language?

1117200 North America =

Not really. Grouping is implicit in the cube. The grouped by, or aggregated
values, are already defined by our member hierarchies in the cube. We just
need to query the aggregated cell values.

Compare that with SQL, where you explicitly specify the way to group in the
query itself.
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Critical Thinking - Order By

We use “order by” frequently in SQL queries.

Is there a similar notion in the MDX query language?

North America

Yes, we often want to order the members or tuples in an MDX query result set.

47
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Order -

Show me the products ordered by most to least sales,
across all geographies.

SELECT {[Measures].[Sales]} on columns,
Order(Descendants([Products].[All Products],-1,LEAVES),
[Measures].[Sales], BDESC) on rows

FROM [Sales]

This query returns many cells, shown on the next slide.

1117200 North America =

Here we get all products by using the Descendants MDX function to get all of
leaf members of the Products dimension.

We then order the products by Sales.

BDESC means descending, without regard to the hierarchy. The letter B in
BDESC means “break hierarchy”.

48



Order result

Products Sales
|Caramel Suckers  545240.30
(Coffee Suckers | 475,224.02
Milk Chocolate Blocks w Almonds ~ 353,110.75
Macadamia Britle ~ 334,460.25
Milk Chocolate Blocks | 238,648.74
(Chocolate Fudge  162,016.25
|White Chocolate Blocks | 143,266.16
(PeanutBrile  142,62046
Divinity Fudge | 141,345.33

9548417
86,247.16
T7,728.50
41,317.09
36,145.67
11,637.50

North America

Note that some products had no sales.

IDUG

oo Wk 8] U Commat iy

49



S0

TopCount b

If we have thousands of products, then if we sort all of them
by sales, then our report will be too big. One way to control
the size of the report is to use the MDX function TopCount.

SELECT {[Measures].[Sales]} on columns,
TopCount(Descendants([Products].[All Products],-1,LEAVES),
10, [Measures].[Sales]) on rows

FROM [Sales]

This query returns the top 10 products with the most sales.

1117200 North America =

Note that even though our result set will only have 10 rows, internally we had

to sort all products. If we have millions of products, then this query is
expensive to process.

50



TopCount result Chmn

Products

51
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There is much more...

 MDX is very powerful
* We have just scratched the surface
* Learn more about MDX through

* Books

* Online documentation

» Classes

North America
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Q and A
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